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Abstract

Texts written in natural language are an unstructured data source that is hard for
machines to comprehend. In recent years there has been an exponential growth in
the number of complex documents and it requires a deeper understanding of the
text contents to be able to accurately classify them. This thesis presents a domain
specific contextualized embedding based approach to text classification. Many
techniques have been proposed to infuse word embeddings into the statistical
vector space model (VSM). However, previous methods mainly use traditional
static embedding, but static word embeddings could not deal with the problem of
polysemy. For this reason we propose to utilize contextualized word embeddings to
effectively encode the text. In this study, we introduce a new vector space model
called Contextualized Semantically Augmented Statistical Vector Space model
(C-SAS-VSM). Our approach is an extension of existing Semantically Augmented
Statistical Vector Space model (SAS-VSM) in which we leverage the power of both
contextualized and static embeddings to generate more feature rich text
representation. Experimental results show that our proposed method outperforms

the existing SAS-VSM approach in domain specific text classification task.
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Chapter 1
Introduction

In pharmaceuticals developing a new drug and hitting the market is a very long
process. This involves from acquiring the drug APIs, developing new drug, doing
bio-studies, scaling up the production from lab scale to manufacturing scale while
keeping the overall quality intact. Before getting any marketing approvals the drug
manufacturers have to get approval from the corresponding regulatory authorities
and this process varies not only from market to market but also from drug to drug.
For getting approvals companies need to do a regulatory filing which is called as
the ‘Dossier’. Filing a dossier is a very challenging as well as time consuming task.
A typical dossier length varies from around 2000 to 10000 pages and even some
minor errors in the application can get the approval delayed. So, companies need

to be very careful while filing the dossier.

Drug development and filing process can be of two types depending on
whether it is an innovator drug or a generic drug. An innovator drug is the first
drug created containing its specific active ingredients to receive approval for use. It
is usually the product for which efficacy, safety and quality have been fully
established. When a new drug is first made, drug patent usually will be acquired
by the founding company. Most drug patents are protected for certain period of
time and during the patent period, other companies cannot make or sell the same
drug until the patent expires. In contrast to this a generic drug is made of the
same active ingredients as its innovator drug. An active ingredient is the chemical
contained inside a drug that makes it work. In other words, the pharmacological
effect of a generic drug is exactly the same as those of its innovator counterpart.

Other companies can manufacture the generic drugs when patent expires [7].
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At Dr. Reddy’s Laboratories Ltd. primary focus is on generic drugs and US
is their major market. In the US market, the regulatory authority is USFDA
(United States Food and Drug Administration). In generic drugs active ingredients
will be the same from it’s innovator drugs and the development of the drug is
being done keeping in mind that both the innovator and the developed drugs are
‘pharmaceutically equivalent’ although excipients (e.g., binding agents,
preservatives, flavorants, dyes) may differ, they must exist in similar proportion to
the active ingredients in the reference product. For generic drugs the application is
called ANDA (Abbreviated New Drug Application). It is termed as ‘abbreviated’
because they are generally not required to include pre-clinical (animal) and clinical
(human) data to establish safety and effectiveness. Instead, generic applicants
must scientifically demonstrate that their product exhibits similar performance and
efficacy as the innovator drug. One way applicants demonstrate that a generic
product performs in the same way as the innovator drug is to measure the time a
generic drug takes to reach the bloodstream in healthy volunteers. This
demonstration of “bioequivalence” gives the rate of absorption, or bio availability,
of the generic drug, which can then be compared to that of the innovator drug. To
be approved by FDA, the generic version must deliver the same amount of active
ingredients into a patient’s bloodstream in the same amount of time as the
innovator drug. Apart from that the generic must have to contain comparable
amount of active ingredients and pass all the stability tests. In broad terms to get
an approval for a generic drug, ANDA applicants have to cover details from mainly

7 different categories to establish the sameness with the innovator drug. These are:
1. Drug Product
2. Drug Substance
3. Biologics
4. Container
5. Stability
6. Process and Development

7. Dose and Administration (Labeling)
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Dossier filing is an integrated work between all the departments. Different
departments conduct different kind of tests and develops a drug. After that they
send detailed analysis reports along with supporting results to the regulatory affairs
for final submission. The regulatory team meticulously collates all the data and
submits the whole application to the USFDA. Upon submission of any new drug
application the agency (USFDA) analyses the whole dossier and either approves it
or send letters containing the deficiencies in the filing. The main problem is if they
detect any deficiency then the whole approval process gets delayed and companies
lose a significant amount of time in terms of market share to their competitors. As
currently USA is the main market for Dr. Reddy’s Laboratories, my thesis is more
concerned about that particular market. In the response to a generic drug
application (ANDA), USFDA issues three types of deficiency letters: i) Complete
Response Letter (CRL), ii) Deficiency Review Letter (DRL) and iii)
Administrative. Among these three type of responses the major area of concern is
CRL as it can lead to a complete rejection of an application. In CRL, USFDA tags
a deficiency as ‘Minor’, ‘Major’ or IR (Information Request). A major deficiency
means direct rejection, whereas upto 9 minor deficiency can be resolved with
addition data submission to the regulatory within a stipulated time-frame. So,
upon getting any Complete Response Letter having minor deficiencies the first task
is to understand what steps needed to be taken to resolve the issue. For that the
authority tries to tag/classify the deficiency and send it to the corresponding
Business unit (BU) for required changes. The other task is to understand whether
is there any past deficiency related to the current one so that they can quickly

access it and check what kind of response lead to a resolution in the past.

So, drug manufacturers can avert these deficiencies by being more cautious
while filing the dossier. But in the dossier filling process the major challenge is to
compile a large amount of documents from all the units and all the laboratories. In
this process they usually forget to conduct some specific tests according to the
regulatory guidelines and/or provide test results while compiling it. The average
size of an ANDA is around 6000 pages whereas some of them exceeds even 10000
pages and it becomes very difficult at the end moment to understand which are the
core areas of concern. So, after getting any CRL their first concern is to understand
the deficiency is related to which unit so that they can tag and send it directly to

the corresponding unit or laboratory to resolve the issue as soon as possible.
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Currently, the Regulatory Affairs team analyzes each USFDA observations
one by one and tag them under different sub-categories. The problem in this
approach is this is a very time consuming task and USFDA gives a very limited
time for resolving the issue and submitting the updated version otherwise they will
reject the application. Also the dossier contents change not only for different
verticals (Oral, Solid, Injectables etc.) but from drug to drug as each drug has its
own tests and guidelines to follow up with. So, they can’t lose valuable time just
for tagging them and sending the issue to their source unit. Thus, the primary
concern of this work is to classify a new deficiency under one of the units with the
help of machine learning algorithms. One of the major challenges in classification
these deficiencies is the text data contains various chemical, pharmaceutical and
scientific methods related words and extracting important features is quite

different than extracting from plain English text.

In recent years many approaches have been proposed for extracting features
from text data. Han et al. [8] have proposed a class centroid vector based approach
for text classification. Galke et al. [9] tried to use IDF re-weighted Word Centroid
Similarity in information retrieval domain. Sohrab et al [10] used a method to
infuse statistical vector space model with semantic vector space and called it
Semantically-Augmented Statistical Vector Space Model (SAS-VSM). In this work
we have proposed a new method for classifying the deficiencies based on both
statistical and semantic knowledge. We have infused ideas from Han et al.’s [§]
centroid based text classification and Semantically Augmented Statistical Vector
Space Model. We call it as Contextualized SAS-VSM. Sohrab et al. used Global
Vectors (GloVe) [11] in their approach as they were dealing with plain English text
but to better understand the contexts of the deficiencies which are mainly chemical
and biological text, we have used Word2Vec [12] model pre-trained on Wikipedia
and PubMed articles. To get the contextual semantic understanding of the
documents we have also used pre-trained BERT [6] embeddings fine-tuned on
domain specific corpus in our approach. In addition to that we have observed that
by integrating the Han’s class centroid based classification on top of this
contextualized semantic approach has given us better results. The intuition behind
using centroid based classification is mainly the different contexts in which the
deficiencies are needed to be classified. Context of some classes are intertwined

whereas for other classes they are quite different. For example, stability related
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deficiencies are quite different from the labeling related deficiencies. In these cases
angle between the class centroid vectors will be large enough to correctly classify
them. On the other hand, the overall context of container related deficiencies is a
subset of the process and development related deficiencies. So, the class centroid
vectors of these classes are expected to be close enough. So to distinguish between
these contextually comparable classes we have used SAS-VSM [10] and contextual
embeddings. The combined discriminative power of this Contextualized SAS-VSM

and class-centroid leads to better classification results.






Chapter 2

Literature Review

2.1 Introduction

Dealing with text data is problematic, since our computers, scripts and machine
learning models can’t read and understand text in any human sense. But
computers can handle numerical input well. A very common practice while
working with unannotataed texts is to transform the text into vectors. The motive
behind this approach is to numerically represent the words so that machines can
ingest the data. Transformation of text to vectors can be done in multiple levels:
word-level, sentence-level or paragraph level. In text classification tasks one major
step is the feature extraction. Feature extraction is the task to extract meaningful
features by converting the text into vectors in such a way so that vectors of related
texts should end up closer to each other. In general, the text classification system

contains three different levels of scope that can be applied:

1. Document level: In the document level, the text classification algorithm

obtains the relevant categories of a full document [13].

2. Paragraph level: In the paragraph level, the text classification algorithm
obtains the relevant categories of a single paragraph (a portion of a
document) [14, 15].

3. Sentence level: In the sentence level, the algorithm obtains the relevant

categories of a single sentence [16, 17].

The problem of classification has been widely studied in the database, data mining,

and information retrieval communities. The problem of classification is defined as
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follows. We have a set of training records D = {dy,ds, ..., d,}, such that each
record is labeled with a class value drawn from a set of k different discrete values
indexed by {1,2,...,k}. The training data is used in order to construct a
classification model, which relates the features in the underlying record to one of
the class labels. For a given test instance for which the class is unknown, the
training model is used to predict a class label for this instance. Based on the
classification technique mainly two different kinds of versions are there : hard
version and soft version. In hard version of the classification problem, a particular
label is explicitly assigned to the instance, whereas in the soft version of the
classification problem, a probability value is assigned to the test instance. Other
variations of the classification problem allow ranking of different class choices for a
test instance, or allow the assignment of multiple labels [18] to a test instance. The
area of text categorization is so vast that it is impossible to cover all the different
approaches in detail in a single chapter. Therefore, our goal is to provide an
overview of the most important techniques and the ones which are related to our

methodology.

2.2 Feature Selection and Transformation

2.2.1 Traditional Approaches

Feature selection is an important problem for text classification. In feature
selection, we attempt to determine the features which are most relevant to the
classification process. This is because some of the words are much more likely to
be correlated to the class distribution than others. Therefore, a wide variety of
methods have been proposed in the literature in order to determine the most
important features for the purpose of classification. While feature selection is also
desirable in other classification tasks, it is especially important in text
classification due to the high dimensionality of text features and the existence of
irrelevant (noisy) features. In general, text can be represented in two separate
ways. The first is as a bag of words [19], in which a document is represented as a
set of words, together with their associated frequency in the document. Such a
representation is essentially independent of the sequence of words in the collection.

The second method is to represent text directly as strings, in which each document
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is a sequence of words. Most text classification methods use the bag-of-words
representation because of its simplicity for classification purposes. In the case of
the classification problem, it makes sense to supervise the feature selection process
with the use of the class labels. This kind of selection process ensures that those
features which are highly skewed towards the presence of a particular class label
are picked for the learning process. A wide variety of feature selection methods are
discussed in [20, 21]. One of the most common methods for quantifying the
discrimination level of a feature is the use of a measure known as the gini-index|[22]
in which it tries to compute the conditional probability that a document d belongs
to class i, given the fact that it contains the word w. Another related measure
which is commonly used for text feature selection is that of entropy or information
gain [23]. Mutual information [24] is yet another measure which provides a formal
way to model the mutual information between the features and the classes. The
point-wise mutual information between the word w and the class 7 is defined on the

basis of the level of co-occurrence between the class 7 and word w.

While feature selection attempts to reduce the dimensionality of the data by
picking from the original set of attributes, feature transformation methods create a
new set of features as a function of the original set of features. A typical example
of such a feature transformation method is Latent Semantic Indexing (LSI) [25],
and its probabilistic variant PLSA [26]. The LSI method transforms the vector
space of text space of hundreds of word features to a significantly lower
dimensional vector space with the help of PCA [27]. The main disadvantage of
using techniques such as LSI is that these are unsupervised techniques which are
blind to the underlying class-distribution. Thus, the features found by LSI are not
necessarily the directions along which the class-distribution of the underlying
documents can be best separated. A modest level of success has been obtained in
improving classification accuracy by using boosting techniques in conjunction with
the conceptual features obtained from unsupervised PLSA [26] method. A method
called sprinkling [28] has been proposed in which artificial terms are added to (or
“sprinkled” into) the documents, which correspond to the class labels. It tries to
create a term corresponding to the class label, and add it to the document. LSI is
then performed on the document collection with these added terms. The sprinkled
terms can then be removed from the representation, once the eigen vectors have

been determined. The sprinkled terms help in making the LSI more sensitive to
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the class distribution during the reduction process.

2.2.2 Deep Learning Based Approaches

With the recent advancement in digital technologies, the size of data sets has
become too large in which traditional data processing and machine learning
techniques are not able to cope with effectively. However, analyzing complex, high
dimensional, and noise-contaminated data sets is a huge challenge, and it is crucial
to develop novel algorithms that are able to summarize, classify, extract important
information and convert them into an understandable form. To undertake these
problems, deep learning models have shown outstanding performances in the recent
decade. In deep learning models a kind of deep nonlinear network structures are
used which helps in complex function approximation, according to the
characterization of the input data distributed, and in the case of sample set, the
essence characteristic of the data set is seldom studied. The major difference
between deep learning and traditional pattern recognition methods is that deep
learning automatically learns features from big data, instead of adopting
handcrafted features [29]. Deep learning technology is applied in common NLP
(natural language processing) tasks, such as semantic parsing [30], information
retrieval [31, 32], semantic role labeling [33, 34], sentimental analysis [35], question
answering [36, 37], machine translation [38, 39|, text classification [40],
summarization [41, 42], and text generation [43], as well as information extraction,
including named entity recognition [44, 45] and relation extraction [46, 47].
Convolution neural network and recurrent neural network are two popular models
employed by this work [48]. Next, We will briefly discuss about some deep learning

based models.

2.2.2.1 Autoencoder

An autoencoder is a type of neural network that is trained to attempt to copy its
input to its output [49]. The autoencoder has achieved great success as a
dimensionality reduction method via the powerful reprehensibility of neural
networks [50]. The first version of autoencoder was introduced by D.E. Rumelhart
et al. [51] in 1985. The main idea is that one hidden layer between input and
output layers has fewer units [52] and could thus be used to reduce the dimensions

of a feature space. Especially for texts, documents, and sequences that contain
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many features, using an autoencoder could help allow for faster, more efficient data
processing. We will discuss on two specific frameworks along with one general

framework.

1. General Framework: As shown in Figure 2.1, the input and output layers of
an autoencoder contain n units where x € R”, and hidden layer Z contains p units
with respect to p < n [53]. For this technique of dimensionality reduction, the
dimensions of the final feature space are reduced from n — p. The encoder
representation involves a sum of the representation of all words (for bag-of-words),

reflecting the relative frequency of each word [54]:

1 e

1—6—’7:1—677

(2.1)

sigm(n) =

d

r)=c+ Z W, ¢(x) = h(a(x)) (2.2)

where h(.) is an element-wise non-linearity such as the sigmoid ( Equation 2.1).

Decoder

Encoder

Figure 2.1: Illustration of a Simple Autoencoder

11



2. Conventional Autoencoder Architecture: A convolutional neural
network (CNN)-based autoencoder can be divided into two main steps [55]

(encoding and decoding).

2k+1 2k+1

Om(i,j):a(z > Y F;,}Cg(u,v)fd(z—u,j—v)) Vm=1,---,n (2.3)

d=1 u=—2k—1v=—2k—1

where F' € {F] 1(1), FQ(I), . F,gl), } which is a convolutional filter, with convolution
among an input volume defined by I = {I,--- ,Ip} which learns to represent
input combining non-linear functions:
2m = O =a(l+ EY + b0y m=1,--- n (2.4)
where bﬁ,}b) is the bias, and the number of zeros we want to pad the input with

is such that: dim(I) = dim(decode(encode(I))). Finally, the encoding convolution is

equal to:

Ow=0y =L, +22k+1)—2) — (2k+1) + 1

=T, +(2k+1)—1 (25)

n- The
reconstructed results I is the result of the convolution between the volume of
feature maps Z = {z;—;}" and this convolutional filters volume F® [56, 57, 55].

The decoding convolution step produces n feature maps z,,—1

.....

I=a(Z«F2 1 p?) (2.6)

Ou =0 =(I, + (2k + 1) — 1)—

(2.7)
Qk+1)+1=1,=1,

where Equation 2.7 shows the decoding convolution with I dimensions. Input’s

dimensions are equal to the output’s dimensions.

3. Recurrent Autoencoder Architecture: A recurrent neural network
(RNN) is a natural generalization of feed forward neural networks to

sequences [58]. Figure 2.2 illustrate recurrent autoencoder architecture. A
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standard RNN compute the econding as a sequences of output by iteration:

hy = sigm(W" 2, + W"h,_) (2.8)
e =W""h, (2.9)

where x is inputs (x1, ..., x7) and y refers to output (v, ..., y7). A multinomial

distribution (1-of-K coding) can be output using a softmax activation function [59]:

exp(w;hy)
2]1521 eXp(wj/ht)

By combining these probabilities, we can compute the probability of the

(2.10)

p(ar; =1xio1, 2) =

sequence xr as:
T

p(z) = Hp(l't‘xtfl, cey T1) (2.11)

t=1

Figure 2.2: A Recurrent Autoencoder Structure.

2.2.2.2 Feed-Forward Neural Networks

Feed-forward networks are among the simplest deep learning models for text
representation. Yet, they have achieved high accuracy on many text classification
benchmarks. These models view a text as a bag of words. For each word, they
learn a vector representation using an embedding model such as word2vec [60] or
Glove [11], take the vector sum or average of the embeddings as the representation
of the text, pass it through one or more feed-forward layers, known as Multi-Layer
Perceptrons (MLPs), and then perform classification on the final layer’s

representation using a classifier such as logistic regression [61], Naive Bayes [62], or
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SVM [63]. An example of these models is the Deep Average Network (DAN) [1],
whose architecture is shown in Figure 2.3. Despite its simplicity, DAN outperforms
other more sophisticated models which are designed to explicitly learn the
compositionality of texts. For example, DAN outperforms syntactic models on
datasets with high syntactic variance. Joulin et al. [64] propose a simple and
efficient text classifier called fastText. Like DAN, fastText views a text as a bag of
words. Unlike DAN, fastText uses a bag of n-grams as additional features to
capture local word order information. This turns out to be very efficient in practice
while achieving comparable results to the methods that explicitly use the word
order [65].

softmax
he = f(Wa - h1+bs)
hy = f(Wy-av+by)

4
w=3 %
=1

T T T T I TTICI T T1]
Predator is a masterpiece
o co c3 [

Figure 2.3: The Architecture of the Deep Average Network (DAN) [1].

Le and Mikolov [2] propose doc2vec, which uses an unsupervised algorithm to
learn fixed-length feature representations of variable-length pieces of texts, such as
sentences, paragraphs, and documents. As shown in Figure 2.4, the architecture of
doc2vec is similar to that of the Continuous Bag of Words (CBOW) model [60, 66].

The only difference is the additional paragraph token that is mapped to a
paragraph vector via matrix D. In doc2vec, the concatenation or average of this
vector with a context of three words is used to predict the fourth word. The
paragraph vector represents the missing information from the current context and
can act as a memory of the topic of the paragraph. After being trained, the
paragraph vector is used as features for the paragraph (e.g., in lieu of or in
addition to BoW), and fed to a classifier for prediction. Doc2vec achieved new
state-of-the-art results on several text classification and sentiment analysis tasks

when it was published.
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Classifier

Average/Concatenate o
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Paragraph Matrix----- > *

Paragraph the cat sat
id

Figure 2.4: The doc2vec Model [2].

2.2.2.3 RNN-Based Models

RNN-based models view text as a sequence of words, and are intended to capture
word dependencies and text structures for text classification. However, vanilla
RNN models do not work well, and often underperform feed-forward neural
networks. Among many variants of RNNs, Long Short-Term Memory (LSTM) is
the most popular architecture, which is designed to better capture long term
dependencies. LSTM addresses the gradient vanishing or exploding problems
suffered by the vanilla RNNs by introducing a memory cell to remember values
over arbitrary time intervals, and three gates (input gate, output gate, forget gate)
to regulate the flow of information into and out of the cell. There have been works
on improving RNNs and LSTM models for text classification by capturing richer
information, such as tree structures of natural language, long-span word relations

in text, document topics, and so on.

Tai et al. [3] have developed a Tree-LSTM model, a generalization of LSTM
to tree-structured network typologies, to learn rich semantic representations. The
authors argue that Tree-LSTM is a better model than chain-structured LSTM for
NLP tasks because natural language exhibits syntactic properties that would
naturally combine words to phrases. They validate the effectiveness of Tree-LSTM
on two tasks: sentiment classification and predicting the semantic relatedness of
two sentences. The architectures of these models are shown in Figure 2.5. Zhu et
al. [67] also extend the chain-structured LSTM to tree structures, using a memory
cell to store the history of multiple child cells or multiple descendant cells in a
recursive process. They argue that the new model provides a principled way of
considering long-distance interaction over hierarchies, e.g., language or image parse

structures.
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Figure 2.5: (Left) A Chain-structured LSTM Network and (right) a Tree-structured
LSTM Network with Arbitrary Branching Factor [3].

To model long-span word relations for machine reading, Cheng et al. [68]
augment the LSTM architecture with a memory network in place of a single
memory cell. This enables adaptive memory usage during recurrence with neural
attention, offering a way to weakly induce relations among tokens. This model
achieves promising results on language modeling, sentiment analysis, and Natural

Language Inference (NLI).

The Multi-Timescale LSTM (MT-LSTM) neural network [69] is also designed
to model long texts, such as sentences and documents, by capturing valuable
information with different timescales. MT-LSTM partitions the hidden states of a
standard LSTM model into several groups. Each group is activated and updated at
different time periods. Thus, MT-LSTM can model very long documents.
MT-LSTM has been reported to outperform a set of baselines, including the
models based on LSTM and RNN, on text classification.

RNNs are good at capturing the local structure of a word sequence, but face
difficulties remembering long-range dependencies. In contrast, latent topic models
are able to capture the global semantic structure of a document but do not account
for word ordering. Bieng et al. [70] propose a TopicRNN model to integrate the
merits of RNNs and latent topic models. It captures local (syntactic) dependencies
using RNNs and global (semantic) dependencies using latent topics. TopicRNN

has been reported to outperform RNN baselines for sentiment analysis.

2.2.2.4 CNN-Based Models

RNNs are trained to recognize patterns across time, whereas CNNs learn to
recognize patterns across space [71]. RNNs work well for NLP tasks such as POS
tagging or QA where the comprehension of long-range semantics is required, while

CNNs work well where detecting local and position-invariant patterns is important.
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These patterns could be key phrases that express a particular sentiment like “I
like” or a topic like ”endangered species”. Thus, CNNs have become one of the
most popular model architectures for text classification.

One of the first CNN-based models for text classification is proposed by
Kalchbrenner et al. [4]. This model uses dynamic k-max pooling, and is called the
Dynamic CNN (DCNN). As illustrated in Figure 2.6, the first layer of DCNN
constructs a sentence matrix using the embedding for each word in the sentence.
Then a convolutional architecture that alternates wide convolutional layers with
dynamic pooling layers given by dynamic k-max pooling is used to generate a
feature map over the sentence that is capable of explicitly capturing short and
long-range relations of words and phrases. The pooling parameter k can be
dynamically chosen depending on the sentence size and the level in the convolution

hierarchy.

Projected | [ Wide convolution Dynamic kemax | [wid
sentences matrix (m=3)  pooling (k=f(s)=5) (m=2)
(s=7) (k=3) d
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Figure 2.6: The Architecture of DCNN Model [4].

Later, Kim [5] proposed a much simpler CNN-based model than DCNN for
text classification. As shown in Figure 2.7, Kim’s model uses only one layer of
convolution on top of word vectors obtained from an unsupervised neural language
model i.e., word2vec. Kim also compared four different approaches to learning
word embeddings: (1) CNN-rand, where all word embeddings are randomly
initialized and then modified during training; (2) CNN-static, where the
pre-trained word2vec embeddings are used and stay fixed during model training;
(3) CNN-non-static, where the word2vec embeddings are fine-tuned during training
for each task; and (4) CNN-multi-channel, where two sets of word embedding
vectors are used, both are initialized using word2vec, with One updated during

model training while the other fixed. These CNN-based models were reported to
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improve upon the state-of-the-art on sentiment analysis and question classification.
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Figure 2.7: The Architecture of a Simple CNN Model for Text Classification. Cour-
tesy of Yoon Kim [5].

There have been efforts of improving the architectures of CNN-based models
of [4, 5]. Liu et al. [72] propose a new CNN-based model that makes two
modifications to the architecture of Kim-CNN [5]. First, a dynamic max-pooling
scheme is adopted to captures more fine-grained features from different regions of
the document. Second, a hidden bottleneck layer is inserted between pooling and
output layer to learn compact document representations to reduce model size and
boosts model performance. In [73, 74], instead of using pre-trained
low-dimensional word vectors as input to CNNs, the authors directly apply CNNs
to high-dimensional text data to learn the embeddings of small text regions for

classification.

2.2.2.5 Transformers

One of the computational bottlenecks suffered by RNNs is the sequential
processing of text. Although CNNs are less sequential than RNNs, the
computational cost to capture relationships between words in a sentence also grows
with increasing length of the sentence, similar to RNNs. Transformers [75]
overcome this limitation by applying self-attention to compute in parallel for every
word in a sentence or document an “attention score” to model the influence each
word has on another. Due to this feature, Transformers allow for much more
parallelization than CNNs and RNNs, which makes it possible to efficiently train

very big models on large amounts of data on GPU clusters.

Since 2018 we have seen the rise of a set of large-scale Transformer-based

Pre-trained Language Models (PLMs). Compared to earlier contextualized
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embedding models based on CNNs [76] or LSTMs [77], Transformer-based PLMs
use much deeper network architectures (e.g., 48-layer Transformers [78]), and are
pre-trained on much larger amounts of text corpora to learn contextual text
representations by predicting words conditioned on their context. These PLMs
have been fine-tuned using task-specific labels, and created new state-of-the-art in
many downstream NLP tasks, including text classification. Although pre-training

is unsupervised, fine-tuning is supervised learning.

PLMs can be grouped into two categories, autoregressive and autoencoding
PLMs. One of the earliest autoregressive PLMs is OpenGPT [79, 78], a
unidirectional model which predicts a text sequence word by word from left to right
(or right to left), with each word prediction depending on previous predictions.
OpenGPT can be adapted to downstream tasks such as text classification by

adding task-specific linear classifiers and fine-tuning using task-specific labels.

One of the most widely used autoencoding PLMs is BERT [6]. Unlike
OpenGPT which predicts words based on previous predictions, BERT is trained
using the masked language modeling task that randomly masks some tokens in a
text sequence, and then independently recovers the masked tokens by conditioning
on the encoding vectors obtained by a bidirectional Transformer. BERT is trained
on the BooksCorpus dataset (800M words) [available here] and text passages of
English Wikipedia. Two pre-trained model sizes for BERT are available:
BERT-Base and BERT-Large. BERT can be used directly from the pre-trained
model on un-annotated data, or fine-tuned on one’s task-specific data. Figure 2.8
illustrates the architecture and the input representation of BERT. There have been
numerous works on improving BERT. BioBERT [80] is initialized with the general
BERT model and pre-trained on PubMed abstracts and PMC full-text articles. It
is further fine-tuned for biomedical text mining tasks such as named entity
recognition (NER), question answering, and relation extraction. RoBERTa [81] is
more robust than BERT, and is trained using much more training data.

ALBERT [82] lowers the memory consumption and increases the training speed of
BERT. DistillBERT [83] utilizes knowledge distillation during pre-training to
reduce the size of BERT by 40% while retaining 99% of its original capabilities and
making the inference 60% faster. BERT and its variants have been fine-tuned for
various NLP tasks, including QA [84] and text classification [85].
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Figure 2.8: a. BERT Architecture and b. Input layer Representation of BERT.
Courtesy of Devlin et al. [6]

Embedding

2.3 Neural Language Models and Word
Embedding

Word embedding is a feature learning technique in which each word or phrase from
the vocabulary is mapped to a N dimension vector of real numbers. Language
modeling adopts data-driven approaches to capture salient statistical properties of
text sequences in natural language, which can later be used to predict future words
in a sequence, or to perform slot-filling in related tasks. The main idea behind this
is to create a vector representation of the words with the hope that related words
will end up closer to each other. Many embedding methods have been developed so
far. The n-gram technique is a set of n-word which occurs “in that order” in a text
set. This is not a representation of a text, but it could be used as a feature to
represent a text. BOW is a representation of a text using its words (1-gram) which
loses their order (syntactic). This model is very easy to obtain and the text can be
represented through a vector, generally of a manageable size of the text. On the
other hand, n-gram is a feature of BOW for a representation of a text using
1-gram. It is very common to use 2-gram and 3-gram. However, these models
cannot capture long-distance dependence of tokens which often encodes semantic
relations [86]. Therefore, there have been a lot of efforts of developing richer
language models, among which one of the most successful is the neural language
model [87].

20



Neural language models learn to represent textual-tokens (such as words) as
dense vectors, referred as to word embeddings, in a self-supervised fashion. These
learned representations can then be used for various NLP applications.
Vector-based representations have established their effectiveness in NLP tasks such
as information extraction [46, 47], semantic role labeling [33, 34], word
similarity [88] or word sense disambiguation [89] to name a few. One of the main
drawbacks of the conventional Vector Space Models(VSM) approaches is the high
dimensionality of the produced vectors. Since the dimensions correspond to words
in the vocabulary, this number could easily reach hundreds of thousands or even
millions, depending on the underlying corpus. To overcome this problem recently

researchers are trying to directly learn low-dimensional word representations.

Learning low-dimensional vectors from text corpora can alternatively be
achieved by exploiting neural networks. These models are commonly known as
word embeddings and have been shown to provide valuable prior knowledge thanks
to their generalization power ([90]). This property has proved to be decisive for
achieving state-of-the-art performance in many NLP tasks. Recently, neural
network based approaches which process massive amounts of textual data to embed
word’s semantics into low-dimensional vectors, the so-called word embeddings,
have garnered a lot of attention [11, 12]. Word embeddings have demonstrated
their effectiveness in storing valuable syntactic and semantic information [91]. In
fact, they have been shown to be beneficial to many Natural Language Processing
(NLP) tasks. A wide range of applications have reported improvements upon
integrating word embeddings, including machine translation [92], syntactic parsing
93], text classification [5] and question answering [94], to name a few. However,
despite their flexibility and success in capturing semantic properties of words, the
effectiveness of word embeddings is generally hampered by an important limitation
: the inability to discriminate among different meanings of a word. Therefore,
accurately capturing the semantics of ambiguous words plays a crucial role in the
language understanding of NLP systems. Depending on the textual units these

models deal with embedding can be grouped into the following categories

e Static Embedding or Context-free

e Contextual Embedding
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2.3.1 Static Embedding

After training a static word embedding model maps each word to a fixed vector
irrespective of the context. For the past few decades static embeddings are gaining
quite a lot of popularity. T. Mikolov et al. [60, 66] presented ‘word to vector’
(Word2Vec [12]) representation as an improved word embedding architecture. The
Word2Vec approach uses shallow neural networks with two hidden layers,
continuous bag-of-words (CBOW), and the Skip-gram model to create a vector for
each word. The Skip-gram model dives a corpus of words w and context ¢ [95].

The goal is to maximize the probability:

argmguxH { [T plelw; 9)] (2.12)

weT - cec(w)

where T refers to Text, and 6 is parameter of p(c|w;6).

Figure 2.9 shows a simple CBOW model which tries to find the word based
on previous words, while Skip-gram tries to find words that might come in the
vicinity of each word. The weights between the input layer and output layer

represent v X N [96] as a matrix of w.

h=Wre=W/ =vl, (2.13)

Continuous Bag-of-Words Model

The continuous bag-of-words model is represented by multiple words for a given
target of words. For example, the word ‘doctor’ and ‘hospital’ as context words for
‘patient’ as the target word. This consists of replicating the input to hidden layer
connections 4 times which is the number of context words [60]. Thus, the
bag-of-words model is mostly used to represent an unordered collection of words as
a vector. The first thing to do is create a vocabulary, which means all the unique
words in the corpus. The output of the shallow neural network will be w; that the
task as predicting the word given its contert. The number of words used depends

on the setting for the window size (common size is 4-5 words).
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Figure 2.9: The CBOW and Skip-gram Architecture

Continuous Skip-Gram Model

Another model architecture which is very similar to CBOW [60] is the continuous
Skip-gram model, however this model, instead of predicting the current word based
on the context, tries to maximize classification of a word based on another word in
the same sentence. The continuous bag-of-words model and continuous Skip-gram
model are used to keep syntactic and semantic information of sentences for

machine learning algorithms.

Global Vectors for Word Representation (GloVe)

Another powerful word embedding technique that has been used for text
classification is Global Vectors (GloVe) [11]. The approach is very similar to the
Word2Vec method, where each word is presented by a high dimension vector and
trained based on the surrounding words over a huge corpus. The pre-trained word
embedding used in many works is based on 400,000 vocabularies trained over
Wikipedia 2014 and Gigaword 5 as the corpus and 50 dimensions for word
presentation. GloVe also provides other pre-trained word vectorizations with 100,
200, 300 dimensions which are trained over even bigger corpora, including Twitter

content. Figure 2.10 shows a visualization of the word distances over a sample data
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set. The objective function is as follows:

~ Py,
f(wi _wjawk) = ij

(2.14)

where w; refers to the word vector of word i, and P;;. denotes to the probability of

word k to occur in the context of word 1.
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Figure 2.10: GloVe: Global Vectors for Word Representation.

These trained vectors can also be used to initialize the input representations
for NLP models. We call these embeddings static embeddings because the
embedding tables are invariant across different sentences. These pre-trained word
vectors exhibit interesting properties and provide a performance gain over
randomly initialized word vectors, but words rarely appear in isolation. Models
that use pre-trained word vectors must learn how to use them. In glove and
Word2vec the pre-trained embeddings specify a function which maps elements v in

a (word) vocabulary V' to vectors h € R? that is fyecas : v — h.

2.3.2 Contextual Embedding

Contextualized word embeddings have started gaining popularity in recent years.
These are deep learning based language models and they are showing very
promising results in various tasks like NER, sentiment analysis etc. A language

modelling component is responsible for analyzing the context of the target word

24



and generating its dynamic embedding. Unlike context-independent word
embeddings, which have static representations, contextualized embeddings have
dynamic representations that are sensitive to their context. Contextualized words
embeddings aim at capturing word semantics in different contexts to address the
issue of polysemous and the context-dependent nature of words. The sequence
tagger of Li and McCallum [97] is one of the pioneering works that employ
contextualized representations. Since 2011, with the introduction of word
embeddings [60, 76] and the efficacy of neural networks, and in the light of meaning
conflation deficiency of word embeddings, context-sensitive models have once again
garnered research attention. In recent years, language-model-based contextualized
word representation, such as ELMo [98], BERT [6], XLNet [99] and RoBERTa [81],
has been proposed to replace static word embeddings as input representations.
Pre-trained from large raw text, contextualized representations have been shown to
improve the performance in many downstream tasks, such as question answering,
reading comprehension, and co-reference resolution. Such embeddings are different
from static embeddings in their parameterization. In addition to a lookup table, a
sequence encoding neural network such as a multi-layer self attention network is
used to represent global context information, giving them more representation
power. One characteristic of contextualized representation is that the word vector
differs under the different sentences, we thus call them dynamic embeddings. In
these type of embedding models contextual representations of language are
functions that have yet a more expressive type signature; they leverage the
intuition that the meaning of a particular word in a particular text depends not
only on the identity of a word, but also on the words that surround it at that
moment. Let (wy,we, -+ ,wy) be a text (say, a sentence) where each w; € V' is a
word. A contextual representation of language is a function on the whole text,

which assigns a vector representation to each word in the sequence:

fconte:ptual : (w17w27 e 7wN> — (h1>h27 e 7hN)

Contextualized word representations are mainly based on the
context2vec [100], the method which uses bidirectional long short-term memory
(LSTM). M.E. Peters et al. [77] built upon this technique to create the deep

contextualized word representations technique. This technique contains both the
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main feature of word representation: (1) complex characteristics of word use (e.g.,
syntax and semantics) and (2) how these uses vary across linguistic contexts (e.g.,
to model polysemy) [77]. The main idea behind these word embedding techniques
is that the resulting word vectors are learned from a bidirectional language

model (biLM), which consist of both forward and backward LMs.
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Chapter 3

Methodology

3.1 Introduction

In early text classification algorithms researchers used to leverage the statistical
features to represent a document in feature space where they usually used the
number of terms in vocabulary as the dimension of the vector space [101, 102, 103].
In those approaches term weighting plays a crucial role. Usually two steps are
required after pre-processing the raw text for converting it to vectors: Indexing
and term-weighting. Indexing is the job to assign the indexing terms for the
documents whereas, Term weighting is the job to assign the weights of terms which
measure the importance of terms in documents. Currently, there are many term
weighting methods which are derived from the different assumptions of ‘terms’
characteristics or behaviors in texts. One very popular approach is IDF (inverse
document frequency) [104] which assumes that the importance of a term is
inversely proportional to the frequency of occurrence of this term in all the

documents. IDF for a term j is defined as

1+n

1+df(D,j) (3:1)

idf (j) = log
The document frequency df (D, j) is the number of documents in the corpus D that
contain word j. On the other hand in recent years researchers are focusing more on
the semantic understanding of texts. It is very important to extract the
semantically important features from the text. Semantic features can be of two

types: contextual and context-free. To extract the semantically important features
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from the data we have used both the approaches.

So in text classification, we are mainly concerned about two properties:
semantic quality and statistical quality. Semantic quality is related with the
meaning of the terms the document contains, i.e., to how much extent the terms
represent the document. Statistical quality is related with the discriminative
(resolving) power of the terms present in the document to positively discriminate it
from other texts in the corpus. For statistical vector space model we have used
TF — IDF which is proposed by Sparck Jones [105] and has evolved from IDF
with the heuristic intuition that a query term which occurs in many documents is
not a good discriminator, and should be given less weight than one which occurs in

few documents. TF-IDF is a classical way for term weighting which is defined as
TFIDF(t;,d) =tf,q xidf (t;) (3.2)

where tf;, 4 is the number of occurrences of term ¢; in document d and idf(¢;) is the

inverse document frequency of term t;.

Sohrab et al. [10] used a different approach for automatic text classification
(ATC). They have proposed Semantically-Augmented Statistical Vector Space
Model (SAS-VSM) to infuse Word embeddings into existing statistical vector space
models (e.g., term weighting with GloVe [11] vectors). They tried to infuse the
continuous word embedding weights into discrete weights of term vectors. After
transforming the vectors they have used SVM [63] for text classification and we
will discuss on it in section 3.2. Han et. al [8] used centroid-based classification
algorithm. In this approach they have represented each document d; using TF-IDF

vector representation

N N N
dipigr = | tfilog(—), tfalog(—), -+ ,tf.log(—
s = (thloa ). thlog( 0.+ thioal 7))
where tf; is the frequency of the 7th term in the document. After that for each set
of documents belonging to the same class, they have computed their centroid
vectors. If there are k classes in the training set, this leads to & centroid vectors
C1,Cy, -+, Ck where each C} is the centroid for the i th class. The centroid vector
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for a class ¢, C; is defined as
1

where set S is the set of documents belonging to class ¢ and d denotes the vector
representation of the document. Given a new document ¢, first the TF-IDF
weighted vector-space representation of ¢ will be computed. Then the similarity
between vector representation of ¢ to all k£ centroids will be computed using the

cosine measure

t.C;
[£]l2 * I Cill2

Finally, based on these similarities, the document ¢ will be assigned to the class

cos(t,C;) = (3.4)

corresponding to the most similar centroid. That is class of ¢ will be determined by

arg max cos(t,Cj) (3.5)

]71727“' 7k

Recently NLP researchers moved their focus towards context based vector
space modeling of documents for text classification. Google’s Bidirectional Encoder
Representations from Transformers (BERT) [6] have recently gained much
attention. Many BERT based models has emerged in recent years and showing
state-of-the-art results. X-BERT [106] has tried to leverage the power of BERT in
multi-label text classification tasks. Similarly many other models like
Bio-BERT [80], DocBERT [107], SciBERT [16], Conversational BERT [108],
Sentence Bert (S-BERT) [109], ALBERT [82] have been developed and are doing
quite well in a wide range of NLP domains. Though these models have been
trained to do specific tasks it is possible to extract embeddings out of their hidden
layers. In fact the authors of BERT have demonstrated that token representations
from the top four hidden layers can be used to get the embedding vectors. To get a
contextual embedding of the documents we are also proposing to use the average
token representations from the top four hidden layers of any domain specific

appropriate BERT based model.

In this work we are proposing to infuse SAS-VSM with contextual embeddings
to get even more feature rich vector space model. Our aim is to capture both the
context-free and contextual semantic knowledge in the vector space model. We call

it Contextualized Semantically-Augmented Statistical Vector Space Model
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(C-SAS-VSM). So, in this approach we are first infusing the statistical vector space
with context-free semantic vector space to give it continuous weights. This will
generate the SAS-VSM representaion. After that we will merge the contextual
semantic information to it. Finally for classification authors of SAS-VSM have
used SVM [63] classifier but instead of SVM we will use class centroid vector based
approach. This idea comes from the success of Galke et. al’s [9] IDF re-weighted
word centroid similarity (IWCS) approach which they have used for similarity
scoring in practical information retrieval. In that article they have shown that if a
term is only present in the test set but its synonym(s) present in the training set
then the document would be scored by the TF-IDF retrieval model relatively low
since the term does not occur frequently in the training set. To overcome this issue
they have suggested IWCS as it will score the document higher because the vector
representations for semantically similar words are close to each other in the
embedding space. As we are also using TF-IDF in C-SAS-VSM so we will be using

the class centroid based similarity measures as a text classifier algorithm.

3.2 Theory Behind Our Approach

In SAS-VSM the authors have tried to give context-free continuous word
embeddings to the statistical vector space model. Statistical features play a very
crucial role in text classification algorithms but semantic features are also very
helpful in these tasks. In our understanding, to extract meaningful information
from a text we need both the contextual and context-free embeddings. We are
proposing a Contextualized SAS-VSM which is an extension of Sohrab’s
SAS-VSM [10] and leveraging the power of class centroid vectors for text

classification.

Suppose there are n documents in the document space D = {dy,ds,...d,}
and they belong to k classes. A document d consists of sequence of terms or words
t; =ty,tq,...1,. Let V is the vocabulary set of corpus D having M elements. The
context-free word embedding matrix W has dimension M x N where N is the
dimension of each word embedding. That means each term ¢; is represented in an

N dimensional feature space. First we will use tf-idf to construct a statistical
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vector space of the documents as follows:

f(t1,dy)  flto,dy) ... f(ta,dy)
Xstat — L (36)

f(thdn) f(tQ’dn) f(tMadn)

where f(t;,d;) is the tf-idf weight of term ¢; in document d;. On the other

hand the semantic vector space model (VSM) for the corpus D is defined as

flt,dy)  f(ta,di) .. f(tar, di) wy
xsem — ystat W = . * (37)

f(thdn) f(t%dn) f(tM:dn) W p

where each row w; of W represents the embedding vector for term ¢;. This
augmented features, X*¢"* for corpus D are incorporated with discrete and
continuous weights. However the tf-idf weights are remained free from getting
continuous weights. To infuse continuous weights into the existing discrete weights
sum centroid embedding (SCE) has been used. For any document d, SCE is the
sum of all continuous embedding weights for the column vectors of W that
correspond to word embedding of terms in d. That is SCE for the corpus D is
defined as

[t dy) I(tandy) .. I(tar,dh)

SCE=| « W (3.8)
[(tdy) I(tady) . I(tar,d)
1, if t; € dj

where [(t;,d;) =
0, otherwise

So, SCE tries to capture the overall semantic sense of each document present
in the corpus. Then the mean of the SCE which is called as

centroid-means-embedding (CME) is computed for the corpus D using

Zi]\il SCEy;
N
1 - SCE,;
CME =+ Z“: ’ (3.9)
SN SCE,,

31



where CME € R™!. Then the discrete weights of statistical VSM are updated
using this CME based scalars as

Xstat' — xstat o CME (3.10)

where ® denotes the element-wise right-multiplication with each column. While
computing X*¢", to avoid over-fitting of the newly generated weights scaling of the
embedding vectors has been done by setting a hyper parameter. It is a Gaussian
distribution based scaling function to scale each new generated weight for
SAS-VSM. The hyperparameter A\(d) = (Aq, ..., Ay) for document d is defined as:

1 (3 (d) — 1a)”

)\Z(d) = O'd\/%exp(_ 20_3 )

(3.11)

where the mean py and standard deviation o4 for a document d are calculated

as
1 M
a =7 2 f(t;,d) (3.12)
and
1 M

94 =\ 37 Z(f(tz) — Ha)? (3.13)

i=1

Finally, the Semantically augmented statistical VSM is computed as
X = A @ (X W) (3.14)

Ay
. .. . )\dQ
where ® denotes the element-wise multiplication and A = |
A,
Till now we have used the SAS-VSM approach. To infuse the contextualized
meaning in the vector representations of the documents we are proposing to use
any domain specific pre-trained BERT [6] model. As we are interested in
biomedical domain we will use BioBERT [80] in our use case but the the same
approach can be adopted in different domains by using a different embedding

model.
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Given a text document d, we will feed it to the embedding model and the
model will first tokenize the text. Then as proposed by the authors of BERT we
will use the average representations of the top four layers as embedding vectors for
each token. Then we will take an average over all the vectorized tokens to get a

document level embedding as follows:

T

1
Conty = - Z encoded(t;) (3.15)

i=1

where the document d has r tokens ty,t, ..., t. and encoded(t;) is the embedding

of the 7 th token. The contextual embedding of the whole corpus D is denoted as

Contg,

Contg,

Contp = (3.16)

Conty,

To merge these vectors with the existing SAS-VSM we have taken the average of

these two representations as

o (o .
and call it Contextualized Semantically-Augmented Statistical Vector Space Model
(C-SAS-VSM).

After that we will use the Han et al [8] proposed Centroid-Based Document
Classification technique to compute the centroid vectors for each class in the
corpus D. The only difference is instead of using Han et al.’s original tf-idf vector
representations we will be using the newly computed X" for classifying a new
document t using (3.4) and Eq. (3.5). Our proposed method is illustrated in
Figure 3.1.
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Figure 3.1: Hlustration of C-SAS-VSM Approach

3.3 Algorithm

In this section we will briefly discuss about the algorithms used in our approach.
First for the document corpus D we will compute the SAS-VSM representation.
Then we will compute the contextual embeddings for each of the text documents

d € D. After that we will compute our proposed C-SAS-VSM using the average of
SAS-VSM and contextual embeddings. Finally we will compute the class centroid
vectors for text classification. The variables used in the algorithms can be found at

Table 3.1.

Variable Description

D An Array of Text Documents (corpus)

V An array of Vocabulary of the Corpus

|44 Static Word Embedding Matrix

embedding-model | The Model Used for Contextualized Embedding
X sen’ The SAS-VSM Representation
Class_Labels An array of Class Labels

Contp Contextualized Embedding Matrix
Xesem Our proposed C-SAS-VSM Representation

Table 3.1: Glossary of the Variables Used in Algorithms

The algorithms are as follows:
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Algorithm 1 Compute CMFE

Input: D, V, W
Output: CMFE
num_doc < length(D)
vocab_size < length(V)
A < an empty matrix of size num_doc X vocab_size
for i in range(num_doc) do
for jin range(vocab_size) do
if the j th term of the vocabulary V belongs to text document ¢ then
Ali][j] <1
else
Alil[j] 0
end if
end for
end for
SCE + AW
CME < row means of SCE

The algorithm Compute_.C M E [Alg. 1] computes the
centroid-means-embedding (CME) using the Equation 3.8 and Equation 3.9.

Algorithm 2 Compute SAS-VSM

Input: D, V, W

Output: X
Xt « TF — IDF(D) //creates the TF-IDF representation of D
xXsem o XStat(D).W
CMEFE < Compute CME(D,V,W)
Xetat' ¢ Xt @ CME // using Eq. (3.10)
A = Compute_lambda (X", X 5t) // using Eq. (3.11)-(3.13)
Xsem’ “—AG (Xstat’W)

Then the algorithm Compute_.SAS — V.SM [Alg. 2] computes the SAS-VSM
representation of the corpus. We have used the same methods used by Sohrab [10].
The hyperparameter A are calculated using Eq. (3.11)-(3.13). It is used to
overcome the fitting as suggested by the authors of SAS-VSM.
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Algorithm 3 Contextual Embedding

Input: D, embedding model
Output: Contp
num_doc < length(D)
Contp < an empty matrix of size num_doc x vector dimension
for i in range(num_doc) do
feed the i th text document to the embedding model and take the average
of the top four layers and assign it to the ¢ th row of C'ontp matrix

end for

The algorithm Contextual_Embedding [Alg. 3] computes the contextualized
embeddings of the whole corpus D using a pre-trained model. Next, we will use

this embeddings to update the existing X*¢™ representation of corpus D.

Algorithm 4 C-SAS-VSM

Input: X*™ Contp
Output: X
xesem o L(X*m | Contp)

Finally, we merge the contextual embeddings with the SAS-VSM embeddings
using the C' — SAS — VSM algorithm [Alg. 4]. This algorithm infuses both
contextual and context-free semantic features in the statistical feature vector space
(i.e. TF-IDF representation).

Algorithm 5 Compute_Centroid

Input: X" Class_Labels
Output: C
Uniq_label < array of unique Class_labels
C <+ an empty matrix of size length(Unig_-label) x number of columns in X ™
for each 7 in Uniq_label do
compute the mean over all the vector representations of the documents which
belong to class ¢+ and assign it to the ¢ th row of C
end for

At last we compute the class centroid vectors by averaging out all the vector
representations of any particular class using the algorithm Compute_Centroid [Alg.
5]. Now, for any new document t we will first calculate its C-SAS-VSM
representation and then classify it to one of the classes using Eq. (3.4) and (3.5).
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Chapter 4
Experimental Evaluation

In this section, we will briefly explain the dataset and the experimental setup.
Then we will compare and analyze the different outputs obtained using different
approaches. We will also demonstrate how our proposed method is an
improvement over the existing one. We have evaluated our proposed method with

three different setups.

4.1 Description of Data

We are using past USFDA deficiencies to classify them under different
sub-categories. The dataset is confidential and it is property of Dr. Reddy’s
Laboratories Ltd. Due to a non-diclosure agreement with the organization we
won’t be able to show the exact data or any statistics of it. To better understand

the context we will only give an overview of the dataset.

The dataset consists of USFDA deficiencies against ANDAs filed by DR.
Reddys Laboratories ranging from year 1999 to 2019. The exact number of

deficiencies is confidential. The dataset is mainly divided into two parts:
1. Deficiency text
2. Subcategory

The deficiencies are English text containing mainly drug chemistry and
pharmaceuticals related terms. Each deficiency is a USFDA action point on which

the agency (USFDA) wants to get more clarification and/or submission of
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additional supporting evidence(s). The deficiencies are short texts and the mean
sentence count is 6. There are 7 sub-categories in the dataset each denoting a
class. The dataset is slightly imbalanced. Each sub-category is handled by one
business unit(BU). To get a better understanding we have provided a brief idea

about the deficiencies for each of the class labels.

1. Drug Substance: The ANDA must contain the details of the chemicals
used to produce the drug. This section is popularly known as Drug API.
APIs are the active ingredients of any drug. These APIs have to be
chemically same as of the innovator drug. The drug manufacturer must have
to use USFDA approved drug APIs for approvals. Many pharmaceutical
companies use their in-house drug APIs. In that case they have to report all
the tests and procedure for manufacturing the API. On the other hand there
many companies which procure these drug APIs from third-party vendors. In
that case they can only acquire these APIs from FDA approved
manufacturers along with they need to submit a certificate of the approval
from the procuring company. If any deficiency comes due to problems in the
third-party APIs then the submission will be delayed until the API

manufacturer obtains the approval from USFDA.

2. Drug Product: Drug product is the final product which the pharmaceutical
company intendeds to sell in the market. To get approval the companies
must specify all the binding agents, preservatives, flavorants, dyes, colour and
strength of the drugs. Sometimes there are fixed strength wise colour codings
of the drugs and the applicant has to follow it strictly. There are many cases
where the generic drug strength and colour coding mismatches with the
innovator and that leads to discarding entire manufactured lots. The generic
drug should be in the same physical form as of its innovator counterpart.
That is if an innovator drug is in liquid form then the generic drug should
also be in liquid form; if the innovator drug has some specific coating on the
tablet then the same should be there in the generic drug also. These minor
details are very important as after developing and testing the drug efficacies
if they fail in physical comparison then sometimes the whole drug

development needs to be carried agian from the scratch.

3. Stability: To access the stability of any drug USFDA requires many
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stability tests under different conditions which varies based on the drug
specific guidelines. The manufacturer needs to submit all prescribed
analytical results for the stability of the drug. The ANDA must include all
long-term stability data in various temperatures and humidity levels. These
results are very critical as if the applicant fails to justify the results then it
can lead to a major deficiency and that means direct rejection of the
application. In addition to that to correct the stability results the whole drug
development and R&D process needs to be revised which is very time as well

as cost-effective.

. Process and Development: The USFDA needs each and every details
starting from the lab level drug development to the factory level
manufacturing process. The whole process needs to be documented properly
along with justification of various tests and their results to assess the drug
integrity over all the batches. One of the major concerns in this area is the
applicant needs to provide blend uniformity of the chemicals throughout
different batches. In addition to that an applicant also needs to submit the
exact amount of chemical ingredients used in the whole process as that needs
to be consistent between the lab -scale and factory scale production. Drug
manufacturer has to submit all the process parameters and various process
control methods. They also need to quantify all the known and unknown

impurities in the product and try to contain them within acceptable limits.

. Biologics: Biologics of a drug broadly contains the bio-pharmaceutics and
bio equivalence of a drug product. Drug manufacturers need to establish
suitable drug delivery systems like in-vitro release of the drug. Currently
release is assessed using a variety of methods including sample and separate
(SS), continuous flow (CF), dialysis membrane (DM) methods. They have to
provide acceptable release specification results to USFDA. In case of
bioequivalence the generic drug and the innovator drug should exhibit
comparable release specifications. This includes Comparative Mean
Nebulization Time (MNT), Mean Delivered Dose, sameness of polymorphic
form of the drug substance based on X-ray diffraction, sameness of shape
(crystalline habit) of the drug substance, comparative Unit Dose Content
(UDC) of drug. This tests are very critical as the generic drug is supposed to

replicate the innovator drug in terms of dosage and efficacy.
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6. Container: The applicant must provide all the drug container related
details. Drug manufacturer needs to come up with a suitable sampling plan.
Each lot of components, drug product containers, and closures shall be
withheld from use until the lot has been sampled, tested, or examined, as
appropriate, and released for use by the quality control unit. The containers
shall be opened, sampled, and resealed in a manner designed to prevent
contamination of their contents and contamination of other components,
drug product containers, or closures. Sterile equipment and aseptic sampling
techniques shall be used when necessary. While submitting to the USFDA
containers from which samples have been taken shall be marked to show that
samples have been removed from them. While doing the inspection each drug
component shall be tested for conformity with all appropriate written
specifications for purity, strength, and quality. In addition to that they need
to test drug product containers and closures so that they shall not be
reactive, additive, or absorptive so as to alter the safety, identity, strength,

quality, or purity of the drug beyond the official or established requirements.

7. Dose and Administration (Labeling): In the submitted ANDA the
applicant has to provide details of intended marketing strategies like different
drug strengths and dosages. In addition to that the medication guide and all
other drug related information should be properly documented in the ANDA.
According to USFDA guidelines the generic drug’s labeling should be in-line
with the innovator drug. The proposed medication guide and routes of drug
administration have to be same as the innovator drug. Drug labeling also
should be strictly matching with the innovator’s one. This includes the

position, description and even the font sizes used in various parts of the drug
label.

Now, with keeping all these FDA guidelines in mind the task is to
automatically classify any new deficiency to one of the above mentioned classes so
that the regulatory team can redirect it to the concerned BU to get it resolved at

the earliest.
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4.2 Evaluation Techniques

The goal of any text classification algorithm is to correctly classify texts under
different classes with high accuracy score. Accuracy is the proportion of correct
classifications among all classifications. But relying only on accuracy can lead to
poor results. When we use accuracy, we assign equal cost to false positives and
false negatives. Measuring only accuracy can be very dangerous in case of highly
imbalanced datasets. In those cases if almost all the data points belong to one
class then even if the accuracy is high the model will be unable to learn the
patterns of the other Small classes. To correctly measure one model’s learning
ability we should focus on two major things: (1) the model should be able to learn
patterns present in a class and ultimately detect it in text datasets and (2) when it
is able to detect a particular class with how much accuracy it classifies data point
to that particular class. The first point is popularly known as recall and the second
is known as precision score. In literature, while choosing the best model to balance
out these two scores one usually combine both the recall and precision scores and
generates fl-measure. As our data is slightly imbalanced we will take into account

both accuracy and fl-measure to choose the best model.

4.3 Experimental Setup

To generate the proposed C-SAS-SVM representations we need to get the
context-free and contextual embeddings. In SAS-VSM approach the authors have
infused the statistical vector space with context-free semantic vector space to give
it continuous weights. In our case the static embedding vectors are generated using
Word2Vec [12] model. The original Word2Vec model is trained on Google News
corpus but as we are working with pharmaceutical related biomedical domain we
have used a model whose vectors were induced from PubMed and PMC texts. In
this model each embedding vector belongs to a 200 dimensional feature space. The
pre-trained word vectors are generated by the NLP group of Turku University,
Finland which is publicly available here.

In addition to this to get more feature rich vector space model we also need
to get contextual embeddings. To generate these contextual embeddings we are

leveraging the representation power of Bio-BERT [80], which has been first trained
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on BERT-BASE (available here) model and then trained on English Wikipedia
and BooksCorpus data and then further trained on PubMed and PMC corpora. In
this model each embedding vector belongs to a 768 dimensional feature space. This
pre-trained Bio-BERT model is publicly available here. To combine the contextual
embeddings in the SAS-VSM we need to have same dimensionality and for that we
have used PCA [27] for dimension reduction and transformed the contextual
vectors into 200 dimensional vectors. Finally, for classification we have used class

Centroid based document classification technique [8].

We have done a comparative analysis of our method with two other
approaches. As we are using Sohrab et al.’s [10] SAS-VSM approach we have
tabulated the results using their method in the section 4.4. In their paper they
have used SVM [63] classifier for classification on top of the SAS-VSM. As our
dataset is different we have tuned using grid-search approach to get the best
hyperparameters for SVM. We have used linear kernel and got the best result using
C =50 (C is the cost parameter). In this approach we have generated the
embedding vectors using pre-trained Word2Vec [12] vectors which are trained on

Wikipedia and PubMed articles to better capture the bio-medical context.

We have also used the pre-trained Bio-BERT [80] representations as
contextualized embeddings to generate classification results using SVM with linear
kernel. Here also we did a grid search and got the best value of the cost

hyperparameter as C' = 30.

After that we have generated results for our proposed approach and classified
the deficiencies using SVM (linear kernel) to get a better idea of how infusing both
context-free and contextual embeddings together can help us in text classification
tasks. In this case we obtained the hyperparameter value as C' = 15. All these

results have been tabulated in the next section 4.4.

Finally we tested our approach which is based on SAS-VSM and Bio-BERT
embedding vectors and used the class centroids vectors as the classifier algorithm

to classify the texts into different classes.
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4.4 Analysis of Results

In this section we have done a detailed comparison between the four approaches.
To have a better understanding and comparison between the approaches we have

summarized the overall accuracy and the fl-score in Table 4.1.

Metric | SAS-VSM+SVM | Bio-BERT+SVM | Our+SVM | Our+Centroids

Accuracy 0.69 0.71 0.85 0.91

f1-score 0.58 0.61 0.79 0.86

Table 4.1: Comparison Between Different Approaches

To have a detailed analysis we have also provided class-wise precision, recall
and fl-scores to better analyze the performances. As the data is confidential we
are not providing any kind of statistics like confusion matrix which can lead to
breaching of the non-disclosure agreement.

The results with analysis for the four approaches are as follows:

1. SAS-VSM Using SVM:

Class Precision | Recall | f1-score
Biologics 0.78 0.80 0.79
Container 0 0 0
Dose and Administration(Labeling) 0.80 0.69 0.74
Drug Product 0.59 0.72 0.65
Drug Substance 0.60 0.43 0.5
Process and Development 0.63 0.76 0.69
Stability 0.78 0.69 0.73

Table 4.2: Classification Report Using SAS-VSM and SVM

In this approach we can see that the model is unable to detect the Container
class. The overall performance is also very poor. One interesting pattern is
prominent which is the classes whose context are somewhat similar have suffered
more than contextually unrelated classes. For example, context of container class
and Process and Development class are quite similar. Development of a suitable
container also falls under process unit. On the other hand biologics and stability
are two completely different classes so their fl-scores are on the higher side. One

possible explanation of this phenomenon can be SAS-VSM approach uses tf-idf

43



internally to generate the statistical vector space model and class-wise vocabulary
of related classes will also be very much related. So data points from similar
classes will get similar kind of vector representations and the model fails to draw a

good decision boundary between them.

2. Bio-BERT Embeddings Using SVM:

Class Precision | Recall | f1-score
Biologics 0.80 0.81 0.81
Container 0.23 0.07 0.1
Dose and Administration(Labeling) 0.75 0.76 0.75
Drug Product 0.63 0.65 0.64
Drug Substance 0.53 0.52 0.52
Process and Development 0.66 0.69 0.67
Stability 0.66 0.68 0.67

Table 4.3: Classification Report for Bio-Bert Embeddings Using SVM

In class-wise comparison contextual embeddings have done better job than
the SAS-VSM approach. Here, the model has done slightly better in case of
‘container’ class. We can see that overall performance of the model in stability
class and the precision score in the drug substance class have decreased. As drug
stability is directly related to the drug substances used so they are quite related.
Maybe that is a reason for this kind of behaviour of this model. But SAS-VSM

based and Bio-BERT based models have comparable overall accuracy and fl-score.

3. C-SAS-VSM Using SVM:

Class Precision | Recall | f1-score
Biologics 0.90 0.90 0.90
Container 0.76 0.32 0.45
Dose and Administration(Labeling) 0.89 0.88 0.88
Drug Product 0.80 0.83 0.82
Drug Substance 0.77 0.78 0.78
Process and Development 0.83 0.86 0.84
Stability 0.80 0.86 0.83

Table 4.4: Classification Report of Our Approach Using SVM

In this approach we can see that the recall for the container class is low but
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the precision is quite good. That means this model usually fails to detect the class
but when it does it identifies it with high accuracy. Here the model has
outperformed both the above two approaches in terms of class-wise fl-score as well

as overall accuracy and fl-score.

4. C-SAS-VSM Using Class Centroid Vectors:

Class Precision | Recall | f1-score
Biologics 0.96 0.95 0.95
Container 0.91 0.42 0.58
Dose and Administration(Labeling) 0.93 0.93 0.93
Drug Product 0.90 0.93 0.91
Drug Substance 0.90 0.89 0.89
Process and Development 0.91 0.92 0.91
Stability 0.81 0.93 0.86

Table 4.5: Classification Report for Our Approach Using Centroid Vectors

Our approach to merge context-free embeddings with the contextual vectors
and using a class centroid vector approach has outperformed all other approaches
on top of which it is built on. This model clearly beats them in terms of class-wise
fl-score as well as the overall f1 and accuracy score. The class centroid vectors play
a very crucial role here. They tries to capture the overall sense through a single
data point over the feature space. As we have transformed the vectors with
statistical, context-free embeddings and contextual embeddings this helps the
model to extract better features out of the data and that directly effects the

performance of the model.

To enhance the readability of the various results and have a better comparison

between class-wise performances of the models we have added various plots below.
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Chapter 5
Discussions

Today in the age of digitization everyday we generate a huge amount of data and a
significant portion of which are in the form of text. To exploit the knowledge out
of these texts we need to have better understanding of the context. In this thesis
we have worked on bio-medical and pharmaceutical related texts. The dataset on
which we are working is very different from what NLP researchers usually work on.
We demonstrated that to extract better features it is better to leverage the power

of statistical as well as semantic features of the text.

In semantic feature extraction from a text we have to keep in mind both the
context-free and contextual features. Context-free features help in understanding
the overall context of a document. It also helps in general to extract the summary
of the text. But in the semantic feature extraction contextual features play an
equally important role. The contextual features help us in understanding the
document specific context. In SAS-VSM [10], the approach was to infuse the static
continuous weights into the discrete weights of statistical vector space model. We
tried to extend the same thing by infusing contextual continuous weights into
them. We also tried to centralize the overall concept of a single class into one data
point with the use of class centroid vectors. The overall approach works well in
case of our dataset. To better capture the meaning we used models and vector
representations pre-trained on bio-medical corpora. The contribution of these

models are very significant in our approach.
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Chapter 6

Conclusions and Scope of Further

Research

Humans are generating a lot of data in form of text. To utilize the true power of
these data researchers are continuously working on bringing new techniques. In
this work we have just shown that using domain-specific semantic knowledge can
improve the understanding of complex documents. There is a lot of scope to

improve our approach.

1. Generation of Contextualized Embeddings: Contextualized embeddings
can help in extracting the underlying features in a better way in comparison
to just using static embeddings. We have generated the contextual
embeddings using the sum of the top four layers as suggested by the authors
of the BERT model. To further increase the performance of our model we
can try with other approaches for generating the contextual embeddings by

taking different combinations of the hidden layer representations.

2. Pre-training on Classification Task: To generate the embeddings we
have used the pre-trained models in our case due unavailability of large
datasets at hand. In future we would like to update the embeddings by

pre—training on domain specific classification tasks using large datasets.

3. Infusing Contextual Embedding with Statistical Model: In this work
we have taken the average over the two different vector space models. Our
aim was to show that leveraging the power of domain specific contextualized

embeddings can help in extracting good features. In future we would like to
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extend this approach by experimenting with other combinations of infusing

the two different kinds of weights to improve the performance of the model.

. Classification Algorithm: We have used the class centroid based approach
to classify the documents. In future we would like to try deep-learning based

approaches to understand and utilize the true potential of this approach.
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